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Introduction
This is part 2 in a series of three briefings that aim to 
provide practical guidance for local public services on 
using data visualisations, such as graphs, charts and 
maps, for both external and internal uses, from a single 
chart on a webpage to more complex visualisations.

It covers how to set up effective visualisations while 
avoiding common problems, including the use of 
specific types of charts and maps. Parts 1 and 3 cover 
reasons for and against using visualisation and existing 
examples in local public services; and software and online 
services that can be used to produce visualisations.
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Choosing the right chart

While there are a few wrong choices on type 
of chart, such as using line graphs for data 
that does not form a sequence, in general 
designers have a range of permissible options. 
This section aims to provide guidance on good 
practice, rather than a set of absolute rules.

Simple column and bar charts

Vertically aligned column charts and horizontal bar 
charts are arguably the simplest and probably the most 
versatile types of visualisation. In their simple form they 
can be used for any kind of data, although it is worth 
exploring alternative options rather than using them for 
everything. It can be useful to include actual numbers 
next to or within each element, as long as this does not 
clutter the chart. Stacked and clustered column and bar 
charts, covered below, are strong choices for showing 
proportions and changes over time respectively.

Figure 1. Bar chart

Estimated population mid-2020
Source: Office for National Statistics
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Pie charts

Pie charts are ideal for showing proportions of a 
whole. Their design means it is immediately obvious 
if a segment of the pie is greater than, less than or 
exactly half (based on whether its two radial lines 
meet in an obtuse or acute angle or form a continuous 
line) or a quarter (shown by the radial lines meeting 
at less than, more than or precisely a right angle). 

A single pie chart is not able to present change over time. 
Changes can be shown through multiple charts, which 
can also be used to compare similar portions of different 
populations, such as age ranges of various local authority 
populations. In the case of multiple pie charts the area, 
not the radius, of each chart should be scaled based on 
total population, as this allows segment to be compared 
across the charts. Scaling the area means that the radius 
will increase or decrease by the square root of the 
difference, meaning that a pie chart covering 400,000 
people would have just twice the radius of one covering 
100,000. However, stacked column and bar charts 
may work better, as they can be easier to compare.

Figure 2. Area-scaled pie-charts

Estimated population mid-2005 to mid-2020
Source: Office for National Statistics
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The doughnut chart is a design variant of the pie 
chart with a hole in its middle. A doughnut can be 
an attractive alternative to a pie, particularly if there 
are many small segments that could look messy 
where they would meet at the latter’s centre.

Data visualisation, part 2  |  February ‘22

04  —  Socitm briefing



Alternative: stacked column and bar charts

Like pie charts, stacked column and bar charts are 
good at showing proportions of a whole. They do 
not immediately communicate proportions such 
as halves and quarters in the way that pie charts 
do. However, they can do a better job of allowing 
comparisons of portions and the total over time.

Figure 3. Stacked bar chart

Estimated population mid-2005 to mid-2020
Source: Office for National Statistics

0 20m 40m 60m

2020

2015

2010

2005

England Scotland Wales N. Ireland

Line graphs

Line graphs are usually the best option for representing 
data from a continuous sequence, most commonly the 
same measure over time. The use of a line implies that 
the points it joins up are part of such a sequence and 
that it therefore makes sense to look for trends. As a 
result, line graphs should never be used if the points 
being joined have no reason to be in the order that they 
appear. While it would usually be messy to include actual 
numbers for every data point, it may make sense to 
include some, such as for the start and end of each line.

Area graphs are design variants of line graphs, 
where the area below the line is filled in. Areas can 
have a stronger visual impact than lines, but are 

only suitable for a single measure, or a set 
of measures that add up to a whole, rather 
than two or more independent measures.

Figure 4. Line graph

Estimated population mid-2005 to mid-2020
Source: Office for National Statistics
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Figure 5. Example of a bad line graph

Estimated population mid-2020
Source: Office for National Statistics
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Alternative: clustered column or bar charts

Clustered column or bar charts provide an 
alternative to line graphs. They are most suitable 
for data from a continuous sequence, but can 
make each individual value clearer than lines.

Figure 6. Clustered column chart

Estimated population mid-2005 to mid-2020
Source: Office for National Statistics
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Other options

 › Radar or spider charts: such charts, which look 
rather like a spider’s web, can work well to visualise 
a small number of measures that are not directly 
comparable, shown by the different angle used for 
each, rather than having them all lined up as in other 
chart types. However, using such a chart effectively 
says that these measures are being considered 
together and to some extent compared, making 
them a common choice for performance monitoring. 
If used, each measure will need to be scaled to a 
common score, or normalised so it runs between 
a minimum of zero and a maximum of 100%. 

 › Scatter graphs: useful for showing large 
numbers of data points that have two variables, 
and particularly how these relate to each 
other, sometimes by adding a line of best fit 
to show how well such a correlation works.

 › Bubble charts: a variant on scatter charts where 
each point is a circle with its radius scaled by a 
third variable, often population. It is often used to 
compare countries or other geographical units. 

Mapping data

Mapping is an attractive way to present data based 
on locality, allowing immediate assessment of trends 
based on geography that may not be apparent with 
charts. However, mapping is relatively challenging 
to use, with several issues to overcome. Maps work 
well to display data by geographical areas that are 
broadly similar in size, such as UK nations and regions 
and groups of similar local authorities, such as those 
within a combined authority area or districts and 
boroughs councils in a county. However, on a UK-
wide map of upper-tier local authorities, many urban 
authorities will be hard to distinguish and some in 
London are likely to be almost invisible. This can often 
be solved by using inset maps, which display urban 
areas at a larger scale, but this may add complexity.

Another problem is that local authority areas or smaller 
units may not be included in commercial visualisation 
services. However, some do offer useful options and it is 
also possible to create such maps through programming 
work, with options outlined in part 3 of these reports.

It is relatively easy to map data where each area fits 
a set category, such as the party which won the most 
votes in an election, or whether an area is covered 
by a regional programme. It is more difficult to show 
data on continuous scale, although it can be visualised 
through a heat map or choropleth where colours 
represent that area’s value. While it is possible to use 
a spectrum of colours, the results may be unclear. 
Often it is better to allocate ranges of value to a small 
number of colours. Choices on these ranges can 
make big differences to the usefulness of the resulting 
choropleth, particularly when the data is skewed, as is 
often the case with information organised by geography.

In the example shown on the next page, population 
density of each English region and devolved nation, it is 
unsurprising that London, the only English region formed 
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Figure 7. Options for heat maps

2020 population density
Source: Office for National Statistics
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Figure 8. Data used in figure 7 shown as a bar chart
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Source: Office for National Statistics
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by a single city, has more than 10 times the population 
density of the second densest region which is north-
west England. Map 1 is organised by quartile, which 
communicates relative position but misleadingly shows 
south-east and north-west England as being equivalent 
to London. Map 2 uses equal ranges across the data 
from minimum to maximum, which puts London in the 
highest category and everywhere else in the lowest. 
Map 3 uses numerically equal ranges like map 2, but 
these have been adjusted so that although London is 
in a range of its own, each of the other three ranges 
contains roughly similar numbers so that differences 
are clear. This last one is arguably the best of the three 
in representing the range of data, but it is still flawed 
in that it does not get across how much more crowded 
London is compared with the rest of the country. 

In summary, choropleth colour ranges often need 
selecting with care, with algorithmic ones such 
as 1-10, 10-100, 100-1,000 being appropriate in 
some cases. Given that such ranges are a blunt 
instrument for communicating values, it is worth 
considering additional ways to display the data, 
such as through a bar chart as shown here.

An alternative to using choropleths is to use symbols 
such as circles centred on a location, with the latter 
working particularly well for points on a map such 
as addresses and urban areas, that can be hard 
or impossible to see on choropleths. These are 
sometimes used for global data on countries, as they 
allow city state and other geographically small nations 
to be visible.1 In this case, the size of the symbol as 
well as its colour can be used to represent values.

Design guidelines

Make it clear 

A visualisation produced by a local public service 
should be clear above all else.

 › The ONS’s head of data visualisation advises the 
organisation’s staff to think about a visualisation’s 
key message and design it around that.2

 › Consider using an explanatory ‘headline’ 
that helps to interpret the data, rather 
than a simple descriptive title.

 › If used in a presentation, those watching need be 
able to understand a visualisation in less time than 
the slide using it is available to view. This may mean 
more time spent explaining it, or a simpler chart.

 › A visualisation for the public should generally 
be simpler than one for internal use. The former 
needs to be understandable very quickly and 
will mostly be seen by people coming across the 
data for the first time or on an occasional basis. 
The latter can be more detailed, particularly if 
staff see the same presentation regularly and 
their jobs involve having to understand it.

Ensure quality and comparability

For any visualisation, the data needs to be of a 
reasonable quality. A key element of this is that 
different pieces of data within the same set are 
comparable, so the same thing is being measured 
by each bar, column or point on a chart. 

 › In some cases, there can be more than one 
valid comparable option, and a choice can be 
made depending on what is most useful. For 
example, in some contexts it may be more 
useful to compare the total populations of the 
four UK nations, in others to compare their 
population density per square kilometre.

 › Uncertainties over data should where possible 
be included within visualisations. This can be 
through notes, colour coding to show levels of 
confidence or ‘error bars’ which show a range 
of values within which the organisation is (for 
example) 95% confident the actual number lies.3
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Axes

Axes should be clearly labelled, both through 
clear wording and numbers to mark intervals.

 › There is a good case for including the values of 
individual pieces of data, such as near the end of 
bars and columns, or with sectors of pie charts. If 
doing so for all would produce a confused design, 
considering including a few, or using software 
that displays the underlying data when a user 
hovers over or clicks on a specific element.

If a visualisation has a numerical axis, this must 
use regular intervals (in other words, not ‘30, 60, 
90, 100, 130, 160, 190, 240, 250’ as used by a US 
television station in a graph on new Covid-19 cases).4 

As a rule, a numerical axis should start at zero. It can 
be tempting to stretch the range from just below the 
lowest value to just above the highest one to make a 
graph more visually arresting. In some cases, software 
may do this automatically. However, this risks making 
the visualisation misleading and/or hard to compare 
to other visualisations. There are exceptions:

 › It makes sense to use a non-zero baseline 
when doing so would make the graph hard 
or impossible to read (for example, if the data 
ranges from 990 to 1,000). However, in this 
case axis numbers should be made particularly 
clear and/or a zig-zag should be included at the 
base of the axis to draw attention to the ‘gap’.

 › If the data does or could range below zero as 
well as above it, such as with degrees Celsius 
of temperature, then there is no need to start 
at zero. In this case, if zero is a significant 
value, such as with temperature or to mark the 
difference profit or loss, it can be helpful to 
mark zero as a thicker line and/or use a different 
colour for bars or lines that go below zero.

Again, as a rule, a numerical axis should use a linear 
scale, where each unit on the axis represents the same 
absolute change in value (such as +100), rather than a 
logarithmic scale where each unit of space represents 
a proportional change in value (such as +100%). 

 › However, logarithmic scales can be better if the 
aim is to illustrate proportional rates of change, 
such as with disease infection, as they can show 
whether a disease’s rate of change is slowing 
(as the line will become more shallow over time) 
or accelerating (the line becomes steeper). 

There is a good case that percentage scales should 
run from 0% to 100%. A BBC graph of Covid-19 
mortality rates by age which ran from 0% to 15% (with 
these percentages appearing only once at the bottom 
of three bar charts) was criticised for appearing to 
show that those aged 80+ would almost certainly die 
if they caught the disease.5 By cutting off the scale 
at 15%, it arguably hid the 85% who survived.

Colours

The ONS advises: “Do not rely on colour alone to 
communicate the stories in your data.”6 In particular, 
take care to avoid making visualisations inaccessible 
to those with colour blindness, with around one 
in 12 men and 1 in 200 women experiencing 
deuteranopia where red and green appear similar.

 › Designs can be checked using colour filters, 
including ones built into Microsoft Windows 
and some visualisation software services, that 
show how they will appear to those with various 
kinds of colour blindness. A simple check is to 
ensure that different colours (particularly red 
and green) can also be distinguished when 
shown in greyscale by level of contrast.
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 › RAG (red, amber, green) ratings and other uses 
of red for warning and green for approval should 
use a secondary method as well as colour. This 
could involve using a red cross in a square, an 
amber exclamation mark in a triangle and a 
green tick in circle for the three ratings.

Figure 9. Reinforcing RAG 
(red, amber, green) ratings

Use for a serious problem, danger, stop

Use for a minor problem, potential 
hazard, proceed with caution

Use for no problems, proceed

 › The ONS style guide advises to “get it right in 
black and white”, “red and green should never 
be seen” and “the safest hue is blue”. There 
are cases for breaking the second and third 
of these guidelines, some of which have been 
discussed here, but in the absence of reasons 
otherwise they are a good starting point.

For visualisations of UK election results by 
party, there are strong conventions to follow 
based on identifying colours used by parties, 
broadcasters and the wider media.7 

For local authorities in England, Scotland and 
Wales, the choices are straightforward: 

 › Conservatives: dark blue

 › Labour: red

 › Scottish National Party: yellow

 › Liberal Democrats: orange

 › Plaid Cymru: light green

 › Green: dark green

 › The choices are less obvious for Northern Ireland, 
where Sinn Fein and the SDLP also use green

For data on countries, including the four UK nations, 
home football kit colours can be a good choice: 

 › England: white (or dark blue if using a white 
background, as here)

 › Scotland: blue

 › Wales: red

 › Northern Ireland: green. But this could cause 
confusion if the Republic of Ireland, which also uses 
a green kit, is also included in a set of data. 

Some other countries have strong colour associations 
through football and other sport kits, including:

 › France: blue

 › The Netherlands: orange 

 › Sweden: yellow

No country has sole rights to a particular colour, but 
where they exist such associations are worth considering.

If bars or columns are clearly labelled, it is reasonable 
to use the same colour for every element in these 
kinds of chart. The ONS recommends doing this 
unless the elements can be organised into broad 
groups, in which cases it suggests using the 
same colour for every item in each group. This 
does not apply to line chart or pie charts, where 
using the same colours would be confusing.

Clarity should always be the first consideration, 
but also consider what the data represents. If 
appropriate, change colour choices, such as 
using black or other muted colours for a chart of 
numbers of deaths. A simple way to approach this 
is ask how someone who is personally interested 
in the data in a chart would feel about it.
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